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Abstract

A family of high-performance, area-efficient VLSI elements is being developed to
simplify the design of artificial neural network processors. The libraries are designed
around the MOSIS Scalable CMOS design rules, giving users the option of fabricating
designs in 2.0 gm or 1.2 gum n-well processes, and greatly simplifying migration of the
libraries to new MOSIS technologies. To date, libraries and generators have been
created for saturating and nonsaturating adders, a two’s-complement multiplier, and
a triple-ported register file. The SPERT processor currently being designed at 1CSI
will be based upon these libraries, and is expected to run at 50 MHz when realized

in a 1.2 yum CMOS technology.

*International Computer Science Institute, 1947 Center Street, Berkeley, CA 94704
t Computer Science Division, EECS Department, University of California at Berkeley, Berkeley, CA 94720



i



1 Introduction

Many popular “connectionist” algorithms have fea-
tures which make them amenable to implementation
in digital VLSI, particularly the parallelism inherent
in these algorithms and their low requirements for
precision and dynamic range. Special-purpose pro-
cessors designed to take advantage of these features
promise significant improvements in cost/performance
over both conventional computers and special-purpose
machines built from commercially-available proces-
sors. For example, simulations predict that a sys-
tem centered around the SPERT chip [ABK*91],
a VLIW/SIMD processor currently being developed
at ICSI, will sustain over 300 x 10° connections
per second during pattern classification and about
100 x 10% connection updates per second during back-
propagation training. This is a level of performance
comparable to that available from a 40-node RAP mul-
tiprocessor [MBAB90]. However, the SPERT-based
system will reside on a double-slot SBus card in a Sun
SPARCstation, while the 40-node RAP system occu-
pies ten 9U VME boards.

Although there are many benefits to the implemen-
tation of connectionist algorithms in digital VLSI, lit-
tle research has been done in this direction. The de-
sign of a full-custom VLSI processor is a difficult un-
dertaking, requiring a large investment of time and
effort and “tall thin designers” who understand the
application of the algorithm, the particulars of the al-
gorithm itself, the architecture of the processor which
will execute the algorithm, and the details of the VLSI
circuits which make up the processor. The amount of
time and effort required to produce a design can be
greatly reduced, for a slight cost in area and/or speed,
by using a semi-custom design. In a semi-custom de-
sign, a system is assembled from high-level building
blocks (macrocells) such as PLA’s, RAM’s, adders,
and multipliers. This greatly reduces, or even elim-
inates, the low-level circuit and layout design which
consume much of the time and effort in a full-custom
design. The Lager silicon compiler [JRB86, RPB85]
is a notably successful example of a system for do-
ing semi-custom VLSI designs based on the macrocell
approach.

This report describes our work on the development
of high-performance macrocell libraries for the design
of “connectionist” processors. Section 2 outlines the
design methods, and Section 3 describes the imple-
mentation strategy used in library development. Some
details of the blocks developed are given in Section 4,

and our future goals for the project are outlined in
Section 5. Detailed schematics of the adders, multi-
plier, and register file are includes in Appendices B,
C, and D respectively.

2 Design Methods

We have developed a coherent method for design-
ing a macrocell which ensures that all criteria for the
block are met. First, a timing specification based on
the system clock speed, number of pipe stages allot-
ted to the block, and the maximum size of the block
is created. Next, an architectural and schematic de-
sign of the block is composed. This is often an itera-
tive process in which several architectures are partially
specified at the transistor level and then simulated
to determine which ones are sufficiently fast. The
SPICE-compatible circuit simulator CAzM?! is typi-
cally used for detailed timing analyses. Those designs
which are found to be fast enough are then evaluated
on the basis of silicon area required, complexity of im-
plementation, and power consumption, and a final de-
sign for the block is selected. A complete, transistor-
level schematic is then constructed using the schematic
entry tools in the Viewlogic? CAD system. Tran-
sistor sizes are adjusted and checked by simulation
with CAzM, and then IRSIM, a switch-level simula-
tor, is used to verify that the design is functionally
correct. Once a correct transistor-level schematic is
obtained, the leaf cells of the block are drawn using
the Magic 6.0 layout editor. Leaf cells are checked
by extracting SPICE-level representations from lay-
out and simulating. The leaf cells are converted to
Oct [HMSN86, Spi90] physical format and an Oct-
based C++4 program is written to generate layout of
the block by tiling together leaf cells. In general, the
program is able to generate many different versions of
the block, based on the width (in bits) of the input(s)
to the block. Finally, the complete block layout is
checked for functional correctness and speed by simu-
lating an extracted circuit model.

Once a macrocell has been designed, fabricated,
and tested to ensure that it does indeed meet all spec-
ifications, the cell libraries and layout generation rou-
tines are passed on to the Lager research group for
incorporation into the Lager silicon compiler. Ulti-

1CAzM is a product of the Microelectronics Center of North
Carolina (MCNC).

2Viewlogic is a registered trademark of Viewlogic Systems,
Inc.



Figure 1: Floorplan for a single datapath cell

3.2 Floorplan

It is necessary to choose a consistent floorplan for
macrocell components that are designed to be tiled
together to form a datapath. Figure 1 illustrates the
scheme we have chosen. All datapath cells are 56\
high; have inputs and outputs in metall3; have Vdd,
GND, clock, and control lines running in metal2 per-
pendicularly to data flow; and are designed so that
additional data buses running in metall parallel to
data flow can be placed between adjacent cells. Our
selection of these parameters is based primarily upon
experience—we have found this style to work well for
the blocks we want to build. The 56\ pitch of our
datapath cells is neither so great that simple cells like
latches contain wasted space nor so small that more
complex cells cannot be laid out easily. Our assign-
ment of data buses and signal wires to metall and
clock, power, and control wires to metal2 is based
on the results of trial layouts using several different
layout styles and layer assignments. We found that
we could get compact layouts using the layer assign-
ment described above. This layer assignment allows
the use of wide power and ground wires which reduces
IR drops, and it also minimizes coupling between suc-
cessive stages in the pipeline through the power dis-
tribution network because successive stages usually do
not share local power and ground lines.

3Metal layers are numbered in order of fabrication; thus, the
metall layer is closer to the substrate than the metal2 layer. Our
cells are targeted for processes with at least two metal layers.



Figure 3: Block diagram of simple 4-bit bitslice of the saturating adder.



Figure 4: Layout of two-phase 24-bit saturating adder



Figure 5: 5x5 Pezaris array. (x,y) denotes A, AND B,. To calculate A x B + C, grounded inputs are connected
to C. Outputs P < 4 : 0 > are lower bits of the final product; outputs N < 3:0 > and O < 3:0 > need to be

added together to get final result.

S Sum block.

SAT Saturation detection and buffering block.
SGN Sign-bit buffering block.

MX Multiplexer.

MH Multiplexer.

MT Multiplexer.

The BN, RN, BP, and RP blocks form the two-
level binary tree used for carry lookahead within the
slice. The CR blocks calculate the carries within the
slice, while the MC block is used to calculate the carry
for the next slice. The S block computes the sum,
using the propagate and carry signals. The SAT block
detects over /underflow by taking the XOR of the carry
in and carry out of the most-significant bit: if the carry
in and out are the same, the sum computed by the S
blocks is valid; otherwise, saturation must take place.
The saturation control signals are also buffered within
the SAT block. The sign bit, needed for saturation, is
buffered by the SGN block. The MX, MH, and MT
blocks output either the sum from the S blocks or the
sign bit (or its inverse, depending on the bit position),

with the output controlled by the saturation control
lines sat and saf. A non-saturating adder may be
constructed by tiling together simple slices without
the multiplexers MX, MH, and MT.

Unlike many saturating adder designs, all of the
saturation detection and control circuitry is internal
to the main body of the adder. This allows datap-
aths containing saturating adders to be cleanly tiled
together in SIMD arrays of datapaths.

A two-phase 24-bit saturating adder has been fab-
ricated on a MOSIS Tiny Chip in 2.0 gm CMOS, and
is fully functional at 25 MHz. The layout of this adder
appears in Figure 4. A TSPC version of the saturating
adder is almost ready for fabrication.

4.2 Multiplier

A two’s-complement multiplier has also been devel-
oped. A 24x8 version of this multiplier will operate
at 50 MHz when implemented in a 1.2 um process.
The multiplier requires two cycles to complete a mul-
tiply, but has a throughput of one multiply per cycle.
It uses a Pezaris tri-section array [Hwa79] to gener-
ate and sum partial products; the architecture of this
array is illustrated in Figure 5. The non-saturating



Figure 6: Layout of 4x4 multiplier array

adder described above is used to do the final addition.
The partial product array is split in half, separated
by a latch, so that the first 24x5 partial products
are calculated and summed in one half-cycle, and the
remaining 24x3 partial products are calculated and
summed on the next half-cycle. A pipeline latch is
also placed between the array and final adder. The
array is fully static logic, to save on area and power
consumption (a precharged implementation would re-
quire fully complementary logic). The full adder cir-
cuits in the array are based on a transmission gate
full adder described in [WE85]. This design was used
because the delays through the carry and add paths
are almost identical, and because the two variants of
full adder used in the Pezaris array have almost iden-
tical layouts using transmission gates. Appendix C
contains full schematics for the multiplier.

The layout of the multiplier is somewhat unusual
because it had to fit into an array of SIMD datapaths;
thus, both operands flow into the multiplier from one
side, and the complete result is output at the other. A
more common arrangement has the operands entering
the multiplier on adjacent sides of the block and the
result appearing at the other two sides.

A 4x4 version of the array is out for fabrication on

a MOSIS Tiny Chip.
4.3 Register File

Two versions of a register file, a 16-register x 128-bit
array and 16-registerx32-bit array are required for
SPERT. Both are designed to operate at 50 MHz when
fabricated with a 1.2 ygm CMOS process. With appro-

priate transistor sizing changes, the same basic circuits
and cell layouts can be used for both versions of the
register files.

The register files can sustain two reads and one
write per cycle, with a one cycle latency for the read.
The value of a read is undefined if the same register
is written in the same cycle. The register file is split
in two pipelined stages. The first stage comprises the
read and write address decoders and the row drivers.
The read and write addresses have to be asserted dur-
ing the high phase of the clock and are latched during
the low phase. The circuitry precharges during the
high phase of the clock and evaluates during the low
phase. By the rising edge of the clock, the row se-
lect line are stable and the select lines are latched.
The second stage of the register file consists of the
sense circuitry and the write circuitry. During the low
phase of the clock, the bitlines are precharged high.
Then, on the high phase of the clock, the bitcell pulls
the rbit and rbitb bitlines that are read by the sense
amplifiers. The data is then latched on the falling
edge of the clock. For writing the cell, the write data
is latched during the high phase of the clock and the
write lines of the cell wbit and wbitb are pulled differ-
entially. Figure 7 shows a detailed block diagram for
the register file with one bitcell shown. The functions
of the blocks are:

NLATCH Transparent latch on the high phase of
the clock

PLATCH Transparent latch on the low phase of the

clock
ADRDRYV Differential address drivers
DECODER . 16-bit address decoder
ROWDRYV Row select line drivers
BITCELL 1-bit memory cell
SENSEAMP Single-sided sense amplifier
WDRYV Differential write bitlines driver.

The basic memory cell consists of a static cross-
coupled CMOS inverter pair with four access transis-
tors. The write circuitry uses two ports to differen-
tially drive the cell, while the sense amplifiers of the
read ports are single-sided. Both the write and the
sense circuits are dynamic. A high-threshold circuit
in the form of cascaded precharged inverters are used
as the read sense amplifier. This circuit senses small
voltage changes on the bit-lines, allowing the use of
reduced voltage swings, thus speeding operation and



Figure 7: Block diagram of register file



Figure 8: Floorplan of register file

reducing power consumption. The three register file
decoders also use precharged circuits and are arranged
in a “nand-tree” structure. The floorplan for the reg-
ister files is shown in Figure 8. More details are avail-
able in [Waw92]. Schematics for the register file are
included in Appendix D.

An 8-registerx8-bit version of the register file has
been fabricated on a MOSIS Tiny Chip in a 2.0 um
n-well process. It is fully functional at 20 MHz.

5 Future Directions

In the process of completing the SPERT implemen-
tation, libraries and generators for static and dynamic
latches, a 32b shifter, a simple logic unit, comparator,
and a 32b limiter will be created. Because we antici-
pate that future processors will require more on-chip
storage than is needed in SPERT, development of a
library for static RAM is underway.

We are also working with the Lager research group
at UC Berkeley to make our macrocells available as
Lager libraries. A version of the triple-ported register
file has already been moved into Lager.

6 Summary

We have described our work on macrocell libraries
for the implementation of artificial neural network al-
gorithms. For word widths of up to thirty-two bits,
the resulting macrocells will operate at 50 MHz when
fabricated in a 1.2 ym process. A single-phase clocking
strategy has been used to reduce the skew problems
which often occur in high-speed CMOS designs, as
well as to obtain greater efficiency in power, area, and
speed. As a reasonable compromise between design
effort and performance, custom design has been used
for for critical leaf cells that are then tiled together
by a C++ based layout generator. These blocks will
ultimately be used for neurocomputing systems that
we are designing, and will also be integrated into a
higher level semi-custom design system: Lager.
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Figure 9: Symbols used in schematics for adder and multiplier

10



Figure 10: Generate/propagate unit (GP)
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Figure 12: Reduction unit—N-type (RN)
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Figure 14: Reduction unit—P-type (RP)
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Figure 17: Sum unit (S)
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Figure 21: Multiplexer unit (MH)

15



Figure 22: Multiplexer unit (MX)
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Figure 24: And/nand unit
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Figure 25: Latch
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Figure 26: Decoder logic
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Figure 27: Sense and write logic

20



